
MJ references
I record my initial idea, visual direction, and plot using Granola, 
mentioning every detail I’m thinking about including. This is much 
faster than typing everything out, and it gives the LLM much more 
context to work with. Then I provide all that context to ChatGPT 

I have a custom-built skill based on 50+ deep research docs about 
cinematic storytelling, as well as my previous prompts and industry 
knoweldge of the last 5 years. 

I also built and trained a custom skill for creating character sheets. 

If you don't have a skill: 

I would never prompt something like ‘woman walking through a 
hotel lobby.’ 

I always describe the camera angle, lens feeling, movement, lighting, 
the character’s expression, body language, environment, pacing, 
what should stay consistent, what the emotional tone is. Especially 
with people, expression makes an enormous difference. A 
technically beautiful image with a blank face still feels AI-generated.

Inside the thread, I build extra references & storyboards when 
necessary

For the sake of this example, here’s what my 

storyboard would look like if I were creating 

this spec for a specific client:

Storyboards are great because they help you 

catch even small details, like how your character 

opens a door, before you start writing the 

generation prompt. Once you spot those details 

visually, you can account for them directly in the 

prompt—clarifying movement, positioning, 

continuity, and anything the model might 

otherwise misinterpret. It’s much better to solve 

those issues at the prompt-writing stage than after 

generating a scene and spending tokens.

In client work, I always create a visual storyboard so my clients 
can immediately visualize the story, characters, and 
environment. For this project, however, I only had the following 
timeline built:

If I want to break the generation into two 

parts, make a scene longer, preview the 

shot composition, or change something, I 

keep refining the visual storyboard before 

generating.

I also bring in subagents relevant to the 

project and assign each one a specific role. 

This helps me evaluate the concept from 

multiple angles, catch potential gaps early, 

and strengthen the direction before we start 

producing any video.

The pre-video generation process is crucial to a project’s success. When done right, it 
can save you a lot of tokens by reducing unnecessary generations caused by 
mistakes, inconsistencies, or unclear direction. The more work you do before you 
click Generate, the fewer things you’ll need to fix later.

The Higgsfield plugin is a huge time-saver 

for us AI creatives! Instead of going to the 

website to manually upload references and 

tag them one by one on Higgs website, it’s 

now all handled automatically inside of the 

ChatGpt thread.

Only after this process do I move into generation, either in Higgsfield directly or 
through the Higgsfield plugin inside ChatGPT.

My priority is to build highly thought-through prompts before generating so I can minimize unnecessary regenerations. Often, I 

can get what I need within the first or second generation. More complex scenes—especially those involving multiple 

characters, significant movement, dialogue or text, and nuanced emotions—usually require a few additional passes.

Once the scenes are generated, I move into post-production in CapCut or DaVinci Resolve, where I refine the edit, pacing, 

transitions, sound, and overall visual consistency.

read more about the project: 

https://amdiandre.com/#case-the-drop

https://amdiandre.com/#case-the-drop

